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Abstract— A combined minimum time - minimum jerk traffic
management system for the vehicle coordination in an auto-
mated warehouse is presented. The algorithm is organised in
two steps: in the first, a simple minimum time optimisation
problem is solved, in the second step, this time-optimal solution
is refined into a smooth minimum jerk plan for the autonomous
forklifts in order to avoid impulsive forces that may unbalance
the vehicle. For the first step, we propose a novel approach
based on Linear Programming, which guarantees convergence
to the optimal solution starting from a feasible point, and
a low computational overhead, which makes it suitable for
real-time applications. The output of this step is a piecewise
constant velocity profile for all the moving robots that ensures
collision avoidance. The second step takes such speed profile and
generates its smoothed version, which minimises the jerk while
respecting the same levels of safety of the solution generated by
the first step. We discuss the different solutions with simulation
and experimental data.

I. INTRODUCTION

An automated warehouse is normally operated by a fleet
of Automated Guided Vehicles (AGVs) that carry goods
between the gates where they are checked in or out and the
shelves where they are stored. The AGVs are coordinated by
a central decision maker, but have also autonomous decision
abilities that allow the vehicles to cope with unexpected situ-
ations and react to the presence of humans and human guided
vehicles (e.g., forklifts). The central entity receives the
requests from the warehouse management systems (WMS)
and turns them into executable missions for the AGVs that
take the form of motion plans. A motion plan consists of a
set of locations that the AGV is required to visit, each one
associated with a scheduled time for its arrival. The definition
of the motion plans assigns the spatial resources of the
environment (i.e., corridors and intersections) to the AGVs so
as to avoid conflicts. Yet the unpredictable conditions on the
ground make it possible that conflict situations occur, despite
a well-constructed plan. In such situations, the decision
maker (or the AGV themselves) react to the contingency. In
open spaces, it is possible to modify both the path followed
by the robots and their schedule along the path. However, a
warehouse is usually a very constrained environment, where
changes in the path are discouraged or impossible, and the
only possible means to manage the conflict are to slow down
or stop some of the robots until the conflict is cleared.
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Related work. Traffic management systems have been a
popular research topic for a number of researchers. Back in
the year 2000 [1], Bennewitz and Burgard propose an adapta-
tion of the classic A* algorithm to the multi-agent case. The
path planning problem is solved for each agent following a
fixed priority order, where each agent is constrained to avoid
collision with the course of the higher priority agents. More
recently, Čáp et al. [2] have shown that solving the path
planning in priority order indeed avoids deadlock situations
if the lower priority robots are constrained to avoid collisions
with higher priority robots and if higher priority robots avoid
crossing the start locations of lower priority robots.

Krnjak et al. [3] look at the problem from a wider
perspective; they use cubic polynomials as motion primitives
to generate their trajectories and then construct a graph
based abstraction. The resulting evolution can be modelled
as an automaton for each agent. The combination of the
automata can be tested against livelock and deadlock ab-
sence properties. Pallottino et al. [4] propose a set of rules,
where conflict resolution decisions are taken directly by the
agents. Interestingly, the Authors show through probabilistic
analysis that this set of rules suffices to secure convergence
of the agents towards their goals and to avoid deadlocks
and livelocks. The approach is revisited in the context of
the large scale industrial environments [5] by applying a
hierarchical decomposition technique. More strictly related
to the warehouse environment is the work of Purwin and
D’Andrea [6], in which the Authors define a protocol and a
number of distributed data structures. Each robot maintains
an area of interest, which is privately owned and whose
knowledge is distributed amongst the neighbours to ensure
the absence of intersections and thus of any conflict.

The above papers do not consider directly the performance
problem. Restricting the scope to warehouses, Secchi et
al. [7] seek optimisation based approaches. Specifically,
the Authors propose a dual global/local approach. At the
global level, the Authors leverage the complete knowledge
of the map to decide a path for each robot that avoids
congested areas. While the plan is being executed, the local
planner double-checks its optimality considering the detailed
information of a local part of the map (called a sector). The
conflicts are managed locally by using a priority that can
either be associated with the mission or decided dynamically
by a decentralised priority allocation tool. The approach
was later extended by adopting a probabilistic model for
the warehouse traffic [8]. The Authors measure the level
of activity within each sector by means of the number
of AGVs currently operating in the sector. They use this
information to form a graph, whose edges are weighted using
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a linearly time variant function of the traffic measure. At each
sampling time, this traffic estimate is updated according to
the probabilistic evolution. This way, they generate a Markov
Chain, which is used for the global decisions instead of the
static map adopted in their previous work [7].

In the same line of work is the proposal by Digani et al. [9]
of an efficient algorithm to solve the problem of coordinated
intersection. The Authors model the priorities at intersections
through quadratic constraints. We consider this idea as a
useful inspiration. Other Authors [10] adopt a formulation
based on an optimal control problem (OCP), which is ar-
guably much more expensive from the computational point of
view because the optimisation accounts for a richer dynamic
model of the vehicle. The adoption of a fully numerical OCP
is not in our opinion a good fit for the problem at hand,
since a piecewise constant velocity profile is very useful as
a first approximation for slow moving AGVs with a much
lower computation cost. Then, the dynamic constraints of the
vehicle can be treated in a second phase, where the piecewise
constant solution can be smoothed eliminating jumps and
keeping in check the jerk.
Paper Contribution. In this paper, we propose a global
solution to the problem of traffic management, which opti-
mally manages the fleet of AGVs inside a given environment
while avoiding collisions and guaranteeing efficiency. We
propose a two step method that balances the high efficiency
of a time optimal problem with the smoothness of a jerk
optimal problem. The first step of the algorithm finds the
optimal collision free speed profile of the AGVs; the second
step refines this profile minimising the jerk. The very same
algorithm can be also applied in a decentralised solution.

The proposed two-steps approach lends itself to real-time
performance, since both steps have a guaranteed conver-
gence, and a polynomial complexity. This robustness prop-
erty is the main motivation that drove us towards the two-
step solution, instead of a full numerical OCP optimisation.
With respect to the existing literature on Traffic Management
Systems (TMS), some solutions cover the first step [9], i.e.
the generation of a safe piecewise constant velocity profile,
but do not guarantee convergence; moreover, the smoothing
step is not considered. On the other hand, existing smoothing
techniques are proposed as stand-alone modules, and do
not consider the temporal constraints required by a TMS to
ensure collision avoidance.

Following the same logic as in [9], we seek an optimisation
based solution to decide the schedule of the velocities that
optimises the overall performance. Specifically, we show
that the problem can be cast into the framework of linear
optimisation if priorities are assigned, whilst it can be set
up as a nonlinear optimisation problem if priorities are a
required outcome of the problem. After producing a sched-
ule, we face a very important problem: how to secure that
the velocity plan can be executed limiting the jerk and
the discontinuities in the velocity. In fact, discontinuities in
the velocity and acceleration are not desirable [11] since
they may not respect physical hardware limitations of the
actuators, and generate undesirable induced oscillations in

the wheel dynamics with potential skidding of the wheels
(especially with low grip conditions). On the other hand, a
continuous acceleration and minimised jerk limit unwanted
travelling solicitations on carried load and contribute a better
wheel grip control, [12]. To this end, the second step returns
continuous velocity and acceleration, while minimising the
jerk. An important requirement for the smoothing phase
(and for the problem as a whole) is to keep a limited
computational cost in order to enable quick execution of the
algorithm, whenever an unexpected problem materialises. In
order to obtain this result, we avoid fully numerical solutions,
preferring a semi-analytic solution to the optimal control
problem that captures the smoothing phase. This smoothing
in semi-closed form has a negligible computational cost (a
few milliseconds), thus the total time is dominated by the
polynomial complexity of the numeric solver of the first
step. Therefore, the fundamental properties of guaranteed
convergence and low complexity, allow this algorithm to be
employed for real-time TMS applications.

II. STEP 1: MINIMUM TIME OPTIMISATION

As customary in automated warehouses, we restrict the
motion of the AGVs to a number of potential paths, which
we can see as fixed lanes. Such paths are chosen by an
optimisation procedure that accounts for the length of the
paths, for the overall management of the warehouse floor,
and for the dynamics of the robots. In our framework, a
path is made of a sequence of clothoid curves, which are
smoothly connected to each other so as to ensure curvature
continuity. Curvature is directly related to the lateral force
that the vehicle suffers when driving a turn. The clothoid
has linear curvature, in contrast, a polynomial curve, has an
irrational curvature function, and this may produce undesired
lateral forces [13]. Finally, clothoids are relatively simple
to manipulate using analytical techniques [14], [15] and
software tools [16], [17]. It is natural to split each path
into small segments that will be used for the optimisation
of the traffic. The choice of the clothoid is motivated by
the nonholonomic model of the AGV, i.e. a car-like vehicle.
As discussed in [13], the natural trajectory of a car-like
moving at constant speed is exactly a clothoid (a reasonable
assumption, considering the low and almost constant velocity
of an AGV). Thus, the design of the paths considers the
nonholonomic dynamic of the vehicle and minimises the
lateral forces. In particular, turns are shaped in order to
respect the minimum turning radius (i.e., the maximum
curvature) and also the sharpness (i.e., the derivative of
the curvature) is limited. The small segments (roughly of
the same length) composing a path will be denoted as ri.
We call roadmap R the set of all these W segments, thus
R = {r1, . . . , rW }. The path pi assigned by the planner to
the AGV i is a sequence of ni connected segments, i.e., pi
can be expressed as pi = {r1

i , . . . , r
ni
i }, with rji ∈ R for

j = 1, . . . , ni. Using the fact that the path is parametrised
by arc-length, if two paths pi and pj intersect, it is possible
to geometrically find the subset of segments that produce the
collision (see Figure 1). Specifically, this information can be
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Fig. 1. Intersection between two AGVs paths, in red zone collision is
avoided if the crossing times do not overlap, i.e., Tij ∩ Tji = ∅.
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Fig. 2. Notation used to identify the potential collisions. If Tij ∩Tji = ∅
there is no collision between vehicle i and vehicle j.

expressed by the values smin
ij and smax

ij of the curvilinear
abscissas corresponding to the beginning of the segment
index nmin

ij and to the end of the segment nmax
ij of the path

pi that contains the intersection, respectively. Similarly, smin
ji

and smax
ji represent the same information with respect to the

path pj assigned to the AGV j. Given the velocities applied
by each robot in each segment, it is possible to reconstruct
the temporal information of when such points are reached.
Thereby, we will define by tmin

ij and tmax
ij the time instants

at which the AGV i reaches respectively the points pi(smin
ij )

and pi(smax
ij ). Define the time interval Tij = [tmin

ij , tmax
ij ] as

the time period in which the AGV i is in the conflict area
in which the paths pi and pj intersect, and, similarly, let Tji
denote that interval for vehicle j. Clearly, we can rule out
any collision insofar as these two intervals do not intersect,
i.e., Tij ∩ Tji = ∅, see Figure 2. We can now formulate an
optimisation problem that aims to minimise the average time
required by N AGVs involved to complete their path. The
cost function can be expressed as

min ∆T = min
1

N

N∑
i=1

ni∑
k=1

`ki
vki
, (1)

where `ki is the length of the segment k of path i and vki is the
speed of the AGV i over the segment k, which is assumed
to be strictly positive and constant. Hence `ki /v

k
i is the time

required to travel the segment k. The optimisation variables
are the velocities vki . To simplify the notation and recover a
standard problem, the sum (1) is expanded with the auxiliary
vectors ` ∈ RN̄ and v ∈ RN̄ , where N̄ = n1+. . .+nN is the
total number of segments in R involved in the intersections,

` = [`11, . . . , `
n1
1 , `12, . . . , `

n2
2 , . . . , `nN

N ]T ,

v = [v1
1 , . . . , v

n1
1 , v1

2 , . . . , v
n2
2 , . . . , vnN

N ]T .

The introduction of the vector of the optimisation variable
x, with entries xk = 1/vk for k = 1, . . . , N̄ makes the sum
(1) a linear objective function

f(x) = −
N̄∑
i=1

`ixi. (2)

The target is constrained by the bounds on the velocity
profile, i.e. xi ∈ [xmin

i , xmax
i ], for i = 1, . . . , N̄ . Although it

is possible to specify a single global value for all xmin
i (resp.

xmax
i ), we specify these values on the basis of the maximum

curvature of the segment, so that a turning segment has a
lower maximum velocity than a straight arc. Moreover, the
minimum velocity must also be selected strictly positive,
so that (1) does not become singular. In order to avoid
a collision, we must enforce by analytical constraints the
condition Tij ∩ Tji = ∅. There are different ways to obtain
the result. In the domain of autonomous driving, cars are
assigned priorities according to heuristic methods that are
direct derivations of the traffic laws. We will discuss below
some heuristics of this kind, which are suitable for automatic
warehouses. Another method is to let the optimiser choose
the optimal order of the conflicting vehicles. A possible
encoding of the constraints can be borrowed from the past
literature [9], [10], [18]: the conflict areas given by the
segments that intersect can be crossed by one vehicle at a
time. Deciding that vehicle i has the precedence over vehicle
j is obtained imposing that the entry time of vehicle j has
to be greater than the exit time of vehicle i. This gives a
linear constraint, of the form tmax

ij ≤ tmin
ji . Let nmin

ij and
nmax
ij be the indexes of the first and of the last segments of

the intersection between robot i and j, as described above,
then tmin

ij is the sum of the times from the beginning of the
path to the beginning of the segment nmin

ij . Thus this time

instant can be expressed as tmin
ij =

∑nmin
ij −1

k=1 `ki /v
k
i . In the

same way, tmax
ij =

∑nmax
ij

k=1 `ki /v
k
i , and so on for tmin

ji , tmax
ji .

If the crossing order is free, the constraint becomes that
either vehicle i crosses the conflict area before vehicle j
or vice-versa: tmax

ij ≤ tmin
ji

∨
tmax
ji ≤ tmin

ij . Using standard
techniques [9] we can combine these two constraints into
a single quadratic constraint. For this purpose, consider the
midpoints t̄ij , t̄ji and the half-lengths ∆tij , ∆tji of the time
intervals Tij and Tji, respectively. There is no intersection
if the distance between the two midpoints is greater than the
sum of the half-lengths: |t̄ij − t̄ji| > ∆tij + ∆tji, we call
it the collision avoidance constraint, see Figure 2. Squaring
both hand sides simplifies the absolute value and yields the
quadratic constraint. The last step is to express these times
in terms of the variables x, as described above. Hence the
problem becomes a Quadratic Programming (QP).
If the crossing order is given, e.g. based on priorities or
other heuristics, the collision avoidance constraint simplifies
to either t̄ij − t̄ji > ∆tij + ∆tji if vehicle j passes before
i, or t̄ji − t̄ij > ∆tji + ∆tij if i passes before j. The
problem of minimising cost function (2) subject to these
linear constraints is therefore a linear program (LP).



TABLE I
SUMMARY OF THE METHODS

Method Features Limitations
LP Very fast, convex Requires heuristic for

Convergence guarantees crossing order
QP Automatic selection Potentially high comp. cost

of crossing order Non convexity: possibility
of local minima

NLP Reduced discontinuities Non convexity (see above)
in velocity. High computational cost

If we also penalise the jump of the constant speed between
consecutive segments, the new constraints transform the
LP/QP into a Nonlinear Programming (NLP), see Table I for
a summary of the three solutions. These jumps are added as
a penalisation term to the target. Let k and k + 1 be two
consecutive segments of the path i and vki and vk+1

i the
relative constant velocities, we penalise (vki −v

k+1
i )2, which

is modelled, in terms of the x variables, as (1/xki−1/xk+1
i )2.

An issue that must be addressed in these traffic coordination
systems is the problem of deadlocks and feasibility of a given
set of tasks. This problem has been faced in literature [2],
[19] and some mild assumptions have been proposed, that
guarantee the existence of a feasible schedule, and thus a
deadlock free execution. We summarise them in the follow-
ing theorem, based on well-formed task sets.

Theorem 1: Let the task set of the AGVs be well-formed,
that is: 1) the number of tasks is finite; 2) there are more
endpoints than agents; 3) the paths do not pass through
endpoints of other vehicles. Then, if the initial state of the
vehicles is conflict free, so that the solution set is not empty
and admits a feasible point, the LP method is guaranteed to
converge to the optimal solution in a finite number of steps.

Proof: Assuming that the initial state is conflict free, a
Direct Acyclic Graph (DAG) can be constructed, where the
nodes represent the different vehicles, and there is an edge
from node ni to node nj if vehicle i has precedence over
vehicle j (for example, this DAG can be constructed using
the heuristic discussed in Section II-A). From this DAG, it
is possible to define a (partial) ordering of the vehicles, such
that if the vehicle i has precedence over the vehicle j, then
vehicle i comes before vehicle j in the ordering (and there
exists a path in the graph from node ni to node nj). A
feasible solution can therefore be constructed, by allowing
the vehicles with the highest priority to pass first, reserving
the various segments for the amount of time required to
travel along each of them. The subsequent vehicles can be
scheduled in the same way, with the constraint that they have
to wait for the vehicles with higher priority to leave, before
entering shared portions of the path (a similar approach is
applied for example in [2], [19]). The existence of a feasible
solution, for a suitable choice of precedence constraints (e.g.
determined using the DAG discussed above), guarantees the
convergence of the LP solver [20], [21], [22].

A. Heuristics for crossing order

When two vehicles come across an intersection together,
the crossing order can be decided in two ways: by imposing
a quadratic constraint and leaving the choice to the solver,
or by a heuristic choice, as discussed above. The former
solution can be applied only to QP and NLP approaches,
whilst the latter is mandatory for the LP solution, that
requires the specification of an ordering among pairs of
intersecting vehicles, as discussed in the proof of Theorem 1.

For illustrative purposes, we report here a possible, reason-
able heuristic strategy, which will also be adopted in our ex-
perimental section. The heuristic is based on the construction
of a directed precedence graph, where nodes represent the
different vehicles and edges represent given precedence pairs.
For example, if vehicle i has precedence over vehicle j, this
yields an edge from node i to node j. Notice that if the graph
contains a loop, the problem becomes unfeasible, since the
precedence constraints present a contradiction. Therefore, for
each pair of conflicting vehicles i and j, if there exists a path
from node i to node j in the graph, i has precedence over
j. Likewise, if there exists a path from node j to node i in
the graph, j has precedence over i. Finally, if there exists no
relation between i and j, the precedence is chosen by giving
priority to the vehicle closest to the intersection, according to
a first come first served policy. After the precedence relation
has been chosen, a new edge is added to the graph.

In other words, initially the graph contains one node for
each vehicle, and no edges. For each intersection between
pairs of vehicles i and j, if the graph already contains a
path from node i to node j (respectively from node j to
node i), then this ordering must be preserved, thus vehicle
i has precedence over j (or vice-versa, respectively). On the
other hand, if there is not an ordering relation between the
two vehicles yet, an ordering is established using a greedy
approach by giving priority to the vehicle that is the closest
to the intersection, and updating the graph accordingly, with
the insertion of a new edge.

III. MINIMUM JERK PRIMITIVES

The time-optimal solution proposed in Step 1 is efficient,
but not completely practical for a real vehicle, due to the
discontinuities in the velocities and in the accelerations, caus-
ing undesired forces. Thus, a smoothing step must follow,
which combines the performance and collision avoidance
properties of the time-optimal solution obtained in Step 1
(with any of the LP, QP or NLP methods) with the benefits
of a smooth speed and acceleration profile. As discussed
in Section IV, the smoothing procedure iterates through
the different segments. For each segment, we set up an
optimal control problem which optimises the jerk in order
to reduce the force peaks. The initial and final conditions
are chosen in order to ensure continuity on velocity and
acceleration across the segment transitions. If the segment is
the first one we can assume that the vehicle starts from rest
conditions. In addition to the constraints on the boundary
conditions, the OCP for each segment has to respect the
following constraints: 1) the time T > 0 required to travel



along a single segment (as determined by Step 1) must
be respected to preserve the computed plan and thus avoid
collisions, 2) the velocity of the vehicle must always be non-
negative. A first possibility for the solution of the OCP is to
ignore the second constraint and verify a posteriori that the
solution respects it. We define this OCP as FixFix manoeuvre,
meaning that it requires fixed final time and fixed boundary
conditions (see Section III-A). Most of the times, the FixFix
manoeuvre respects the constraint on the velocity. In the
small number of cases when it does not, the optimal solution
for a segment requires the construction shown in Section IV,
which splits the segment into three subsegments and builds
the optimal solution combining the FixFix manoeuvre with
a second type of manoeuvre, called FreeFix and discussed
in Section III-B.
The FixFix and FreeFix have a common base. They both
minimise the jerk squared j(t)2 on an assigned path with
fixed initial conditions on the velocity and the acceleration
and fixed final conditions. The length L > 0 of the segment
is known, as well as the reference optimal constant velocity
vref > 0 and the time T . The target of the optimisation is

min J = min

∫ T

0

j(t)2 dt. (3)

The dynamical system of the problem is a triple integrator,
with the jerk as the control and with boundary conditions:

ṡ(t) = v(t), s(0) = s0, s(T ) = sT ,
v̇(t) = a(t), v(0) = v0,
ȧ(t) = j(t), a(0) = a0,

with s(t) the curvilinear abscissa, a(t) the acceleration and
j(t) the controlled jerk. The path is fixed, hence the length
sT is also assigned. Without loss of generality it is possible
to set s0 = 0 and sT = L > 0. We show the solution of the
following OCPs, obtained keeping the total time T free or
fixed. The Hamiltonian of the problem for all cases is

H = j(t)2 + λ1(t)v(t) + λ2(t)a(t) + λ3(t)j(t).

The derived adjoint equations are λ̇1(t) = 0, λ̇2(t) =
−λ1(t), λ̇3(t) = −λ2(t), with initial conditions on the
multipliers λi0, for i = 1, 2, 3, to be determined. The opti-
mal control j?(t) is synthesised solving the linear equation
∂H/∂j = 0 and yields j?(t) = − 1

2λ3(t). The integration of
the system is straightforward and is of polynomial nature:

s(t) = −λ10

240
t5 +

λ20

48
t4 − λ30

12
t3 +

a0

2
t2 + v0t+ s0,

v(t) = −λ10

48
t4 +

λ20

12
t3 − λ30

4
t2 + a0t+ v0,

a(t) = −λ10

12
t3 +

λ20

4
t2 − λ30

2
t+ a0, (4)

λ1(t) = λ10, λ2(t) = −λ10t+ λ20,

λ3(t) =
λ10

2
t2 − λ20t+ λ30.

A. FixFix: Fixed time, fixed final conditions

When the time T > 0 and the final conditions on v and a
are assigned, the unknowns of the problem are only λi0, for

i = 1, 2, 3. They can be determined by the final conditions
by solving the additional equations

s(T )− sT = 0, v(T )− vT = 0, a(T )− aT = 0. (5)

This system of equations is linear in λi0, for i = 1, 2, 3, and
the solution is always available in closed form (thus speeding
up the computational time):

λ10 = 120
T 5

[
(a0 − aT )T 2 + 6(v0 + vT )T − 12L

]
,

λ20 = 24
T 4

[
(3a0 − 2aT )T 2 + (16v0 + 14vT )T − 30L

]
,

λ30 = 6
T 3

[
(3a0 − aT )T 2 + (12v0 + 8vT )T − 20L

]
.

As it will be discussed in Section IV, this solution is
applicable most of the times, but sometimes it produces non
satisfactory results, that we improve using a combination of
the FixFix and of the FreeFix manoeuvres.

B. FreeFix: Free time, fixed final conditions

This manoeuvre is used when FixFix alone is not enough
to prevent negative velocities and a combination of FixFix
and FreeFix is used over a single segment, which is thus split
into subsegments. In this section T indicates the time of a
subsegment. In fact, the total time for a segment given by
Step 1 (and computed as L/vref ) must be respected to ensure
collision avoidance. The unknowns in a FreeFix problem
are four, the 3 initial values of the multipliers and the time
T > 0. The system of equations to be solved is no more
linear and four equations must be provided. The first three
are (5), the fourth is obtained observing that the Hamiltonian
evaluated along an optimal solution is constant, moreover,
the constant is zero for an OCP with free time. Hence, the
required additional equation is given by H?(0) = 0, where
the star indicates that the Hamiltonian is evaluated on the
optimal solution. The corresponding explicit equation is

H?(0) = λ10v0 + λ20a0 −
1

4
λ2

30 = 0. (6)

This nonlinear system of equations cannot be solved in
closed form, at least not in a practical, usable way, however it
is possible to rewrite it in a reduced form, called a triangular
ideal [23]. We briefly sketch the technique of computational
algebra used to obtain the semi-analytic solution given in (7).
Let Xn > Xn−1 > . . . > X1 be a lexicographical monomial
ordering, it is possible to compute the associated Gröbner ba-
sis of the polynomial ideal constituted by the four equations
stated in (5) and (6). Such computation, for the monomial
ordering T > λ20 > λ10 > λ30, shows that the ideal is zero-
dimensional, that is, it possesses a finite number of solutions.
Then, the Gianni-Kalkbrenner theorem [23] ensures also that
it is possible to find an equivalent (triangular) ideal, i.e. such
that the first element is an univariate polynomial in Xn,
which is therefore determined by a standard numerical rou-
tine. The second element is a polynomial in Xn and Xn−1,
after the substitution of the zeros of the first polynomial,
it becomes an univariate polynomial in Xn−1 only, and so
on for the remaining elements of the ideal. The equivalence
is meant in the sense that the original and the triangular
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ideal have the same zeros. From the triangular ideal it is
easy to find numerically the zeros: this consists in solving
univariate polynomials obtained successively by substituting
the variables by the roots of the preceding polynomials.
In the problem under consideration, the triangular structure
is given by the following polynomials:

0 = c4T
4 + c3T

3 + c2T
2 + c1T + c0,

λ20T
4/24 = (3a0 − 2aT )T 2 + (16v0 + 14vT )T − 30L,

λ10T
4/2 = λ20T

3 − 12(a0 + aT )T − 24(v0 − vT ), (7)

−6λ30T = λ10T
3 − 3λ20T

2 − 12(a0 − aT ),

where the coefficients of the quartic polynomial in T depend
on the (known) boundary conditions only, and are

c4 = 9a2
0 − 6a0aT + 9a2

T > 0,

c3 = 144(a0v0 − aT vT ) + 96(a0vT − aT v0),

c2 = 360L(aT − a0) + 576(v2
0 + v2

T ) + 1008v0vT ,

c1 = −2880L(v0 + vT ) < 0,

c0 = 3600L2 > 0.

The existence of the OCP’s solution relies on the existence
of the real solutions of the first univariate polynomial in
(7). Given such an admissible real root T , the unknown λ20

can be determined from the second equation of (7), and the
process of forward substitution continues for the remaining
polynomials.

IV. STEP 2: SMOOTHING PROCEDURE

A. Optimal solution for a segment

As detailed in Section III-A, the application of the FixFix
manoeuvre produces a feasible solution in closed form.
However, if the segment length L is very long, or if the
velocity vref is very low compared to the total time T , then
the optimal jerk found by FixFix can become negative and
produce low quality negative velocities. We solve also this
issue by imposing a constraint on the non-negative speed by
applying a semi-analytical forward-backward construction,
similar to the one discussed in the literature for minimum
time problems [24], [25], [13], [26]. More precisely, the

speed profile of the segment is split into three phases (see
Figure 3 for reference): a) an initial velocity decrease to
a small constant value v?, e.g. v? ≥ 0; b) a central part
of constant velocity v ≡ v?; c) a final increase to match
the initial velocity of the next segment. In other words, we
add the constraint v ≥ v? to the OCP, which can still be
solved splitting the segment into three subsegments. First
we compute the velocity profiles for phase a) and phase c),
determining the optimal manoeuvres to slow down and speed
up the vehicle, while the manoeuvre associated with phase
b), i.e. the motion at constant speed, is computed last, once
we know the durations of the other two phases. For phase
a) we solve the quartic polynomial of the velocity imposing
v(t?) = v? for the smallest value 0 < t? < T , and use a
FixFix manoeuvre of duration t? to slow down the vehicle
to v? and zero acceleration with minimum jerk. Phase c) is
solved going backwards from the final point of the segment:
we use the function FreeFix, that is a free time minimum
jerk OCP with assigned final conditions (velocity equal to
vref and zero acceleration). Here a sub-case may happen, i.e.
the free final time t can be too long, that is, T−t < t?, hence
the manoeuvre is not admissible. If this condition is met, we
simply fall back to the FixFix manoeuvre and join phase a)
without having phase b) of constant velocity, in other words
t? + t = T . On the other hand, if the FreeFix manoeuvre is
successful, t? + t < T , phase b) consists in a sub-segment of
constant velocity v? and zero acceleration joining phase a)
with phase c), so that the jerk is not increased as a(t) ≡ 0
implies j(t) ≡ 0. This solution, being semi-analytic, takes a
negligible computational time for the considered application.
The total computational time, therefore, is dominated by the
LP/QP/NLP optimisation phase.

B. The overall solution

The smoothing process for the complete problem takes
as input a sequence of segments that compose a robot
path, p = {r1, . . . , rn} and the associated constant speeds
{v1

ref , . . . , v
n
ref}. The segments are smoothed sequentially.

Given a segment r of length L with a reference constant
velocity vref , the segment time T is obtained as T =
L/vref . The smoothing manoeuvre must respect the times
of entry and exit of each segment r, otherwise, the safety
conditions (no collisions) ensured by the first step of the
optimisation are not guaranteed. We can apply the FixFix
minimum jerk smoothing, taking the fixed time T and the
boundary conditions s(0) = 0, s(T ) = L. The initial velocity
and acceleration are the final velocity and acceleration of
the preceding segment (or zero, if the current is the first
segment), so that continuity up to the second derivative is
enforced. The final condition on v is imposed to match the
initial velocity of the next segment (or zero if the current is
the last segment), the final acceleration is assigned to zero.

V. EXPERIMENTS AND NUMERICAL RESULTS

We validate our approach presenting two kinds of ex-
periments (see attached video material) and a comparison
with [9]. In the first, we show a numerical simulation of a
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Fig. 4. The map of the warehouse considered in the numeric experiments.
The layout is inspired by a real industrial plant. The highlighted red path
is the one presented in the validation with the real robot.

warehouse with a variable number of AGVs. In the second,
we validate the time-jerk optimal velocity profile both on
our robotic platform Shelfy, and on our intelligent AGV
prototype MarcAnthony in a real warehouse. Both robots
mount an Intel NUC Core i7 3.50GHz with 16GB of RAM.
1. Simulation results: We simulate the execution of a set

of tasks consisting in the movement of 10 pallets around
the warehouse. The tasks are assigned to the autonomous
AGVs by a high level planner, which produces a plan for
each robot. Our approach is completely agnostic with respect
to the choice of the specific task planner: once the tasks are
assigned to the AGVs, the TMS does not interfere with the
plan, but simply takes care that all the AGVs complete their
tasks correctly. We model the map, (see Figure 4) taking
inspiration from the layout of a real warehouse. In Figure 5
we show the total mission time for this set of tasks, which
are given by the high level planner to an increasing number
of AGVs. As could be expected, the performance improves
with the number of agents, but the gain saturates when the
number of agents increases to a point where interaction time
required by conflict resolution becomes significant. For all
the experiments, the traffic management system is scheduled
every second, with a centralised architecture. However, as
described in [9], to handle larger maps, it is possible to clus-
ter groups of nearby robots, and to optimise them separately,
with the idea that far away robots do not interact closely.
The QP approach is effective with a reduced number of
AGVs (not more than 4) but requires a couple of seconds
per iteration for 6-7 vehicles, therefore it is not well suited
for these scenarios. We remark that the solution by Digani
et al. [9], which is the closest to our own in the state-of-
the-art, is also based on QP and thereby it suffers the same
performance limitation on the number of agents that can be
treated. The NLP approach is able to effectively manage
scenarios with about 10/15 robots. Finally, the LP can handle
tens of robots within a few hundred of milliseconds, applying
the heuristic discussed in Section II-A for deciding the
crossing order. The experiments have been performed using
the IPOPT solver for both the QP and the NLP formulations,

Fig. 5. The execution time (in seconds) for a sequence of jobs as a function
of increasing number of AGVs.

and CLP for the LP.
To assess the scalability of the LP approach we filled the
map by placing a vehicle in each aisle (with a total of 30
AGVs deployed), and assigned a distinct endpoint to each of
them, trying to maximise the traffic jam and the number of
interactions. The solution time for the traffic management,
scheduled every second, was around 100 milliseconds (in-
cluding both Step 1 and Step 2). The effectiveness of the
solution can be seen visually in the attached video, where
the complete animation of the simulation is shown.

2. Smoothing validation: The second experiment is an
implementation of the smoothing algorithm on real robots.
Firstly, we evaluated our algorithm on a scaled robotic
platform within the university, for an extensive and accu-
rate testing in a controlled environment. In the proposed
experiment, we considered a scaled portion of a path in the
warehouse (the path highlighted in red in Figure 4), with a
prescribed velocity profile, as in the output of the first step
of the algorithm (i.e. a piecewise constant speed profile, see
Figure 6 - top), and its smoothed version (see Figure 6 -
bottom). The output of Step 1 is essentially equivalent to
the solution proposed in [9], hence this experiment serves
also as comparison with a state-of-the-art technique. Figure 6
presents both the nominal scheduled profile and the actual
measured speed profile of the robot. The trajectory with the
piecewise constant velocity exhibits impulsive behaviour due
to the discontinuities in the accelerations. On the contrary,
in the smooth case, the robot has continuous accelerations
and a piecewise continuous jerk, yielding a trajectory that is
more suitable to be followed by an AGV, especially when
carrying heavy loads. From the acquired data, the smoothing
algorithm yields maximum accelerations three times smaller
than the speed profile obtained by Step 1.
Secondly, we employed the smoothing algorithm on our
prototype AGV in a real warehouse. Since we had only one
automated AGV, this experiment shows only the time-jerk
optimal smoothing of the velocity profile generated by the
proposed traffic management system, cfr. also the video.

VI. CONCLUSIONS

In this paper we have presented a solution for traffic man-
agement of a group of AGVs that move inside a warehouse
environment. The proposed approach comprises two steps. In
the first one, a piecewise constant velocity profile is decided
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Fig. 6. Piecewise constant speed profile (top) vs minimum jerk smoothed
speed profile (bottom). In blue the nominal profile, in orange the measured
velocity on the real robot.

Fig. 7. Left: Shelfy platform for the experiments in the university. Right:
Prototype autonomous AGV for the experiments in the real warehouse.

for each robot in order to guarantee the execution of their
missions and to avoid collisions. The second step corre-
sponds to a smoothing operation, in which abrupt transitions
in the velocity that could compromise the integrity of the
vehicle or of its load are regularised. For the first step, we
set up an optimisation problem. If the priorities are assigned
according to any heuristic criteria, the problem is an LP and
is therefore scalable and with guaranteed convergence. If the
choice of the priorities is reserved to the optimisation, the
problem becomes a much tougher NLP. For the smoothing
phase, we have proposed an OCP approach, which lends
itself to a very efficient semi-analytical solution. The method
has been tested both in simulation and on real robots, also
in an industrial warehouse.

REFERENCES

[1] M. Bennewitz and W. Burgard, “A probabilistic method for planning
collision-free trajectories of multiple mobile robots,” in 14th European
Conference on Artificial Intelligence, 2000.
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