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Abstract— How to explore environments is one of the most
critical factors for the performance of an agent in reinforcement
learning. Conventional exploration strategies such as ε-greedy
algorithm and Gaussian exploration noise simply depend on
pure randomness. However, it is required for an agent to con-
sider its training progress and long-term usefulness of actions
to efficiently explore complex environments, which remains
a major challenge in reinforcement learning. To address this
challenge, we propose a novel exploration method that selects
actions based on their validity. The key idea behind our method
is to estimate the validity of actions by leveraging zero avoiding
property of kullback-leibler divergence to comprehensively
evaluate actions in terms of both exploration and exploitation.
We also introduce a framework that allows an agent to
explore efficiently in environments where reward is sparse
or cannot be defined intuitively. The framework uses expert
demonstrations to guide an agent to visit task-relevant state
space by combining our exploration strategy with imitation
learning. We demonstrate our exploration strategy on several
tasks ranging from classical control tasks to high-dimensional
urban autonomous driving scenarios at roundabout. The results
show that our exploration strategy encourages an agent to
visit task-relevant state space to enhance validity of actions,
outperforming several previous methods.

I. INTRODUCTION

Reinforcement Learning (RL) is a framework for learning
what to do so as to maximize cumulative reward from
interaction with unknown environments. While RL is widely
applied and shows significant success in various areas like
games[1], robotics[2], and navigation[3], we still struggle
with applying existing RL methods to solve real-world
problems. One of the main reasons is a trade-off between
exploration and exploitation: an agent in RL should explore
unknown states and try new actions to gather information
that may help to figure out the optimal action and reduce
uncertainty over the environments, and the agent also has to
exploit the gathered information to get high rewards simul-
taneously. Unfortunately, this issue still remains a significant
challenge in RL.

Naive exploration strategies such as ε-greedy algorithm
and Gaussian exploration noise just depend on pure random-
ness. While these exploration strategies have been used in a
lot of previous RL methods, directed and global exploration
is required for efficient exploration in complex or high-
dimensional environments. Directed and global exploration is
to explore environments based on knowledge of the learning
process and long-term usefulness of exploration. There are
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Fig. 1: Overview of our method. There are exploration (blue)
and exploitation (red) policy. At bottom right, usage ratio
between exploration and exploitation with respect to the
training step is described.

several exploration strategies introduced in recent years.
Bellemare et al. [4] proposed the concept of a pseudo-count
approximated by a density model. This pseudo-count allows
count-based exploration strategy to be generalized for non-
tabular setting. Pathak et al. [5] introduced the exploration
strategy based on curiosity formulated with a prediction
error of a forward dynamics model. Although these works
show significantly improved exploration results, we notice
that none of them satisfy all the requirements for directed
and global exploration. Furthermore, they only focused on
how to formulate exploration strategy, not the trade-off issue
between exploration and exploitation.

In this paper, we propose a novel method that can perform
directed and global exploration. The key idea behind our
work is to choose actions based on its validity. To formu-
late this idea, we define individual policies for exploration
and exploitation, and introduce a Kullback-Leibler (KL)
divergence-dependent Policy Selector that uses zero avoiding
property of KL divergence to comprehensively evaluate
validity of actions. While KL divergence is usually used
to define loss function for minimizing difference between
ground truth and predicted probability distribution in ma-
chine learning, we use it to maximize difference between
exploration and exploitation policy.

As an example, our overall method is described in Figure
1. It supposes the situation when training is completed.
Candidate actions, A and C in the top right figure, have low
validity because although an agent has been trained enough,
those action candidates return low rewards. In contrast,
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candidate action B has high validity because it promises high
return after enough training. Therefore, an agent is likely to
exploit in the action space near B. In case of D, it could
be selected from exploration policy; however its action is
highly likely to return low reward, so exploitation policy is
not likely to be updated toward that area. In addition, as the
training is processed, the ratio of exploration decreases while
the ratio of exploitation increases, which means that the agent
conducts enough exploration and then starts exploitation.
With this example, we can see that both exploration and
exploitation policies are trained and converged at last, and
our method suggests such exploration strategy in this paper.

Our work also introduces a framework that allows the
agent to explore and exploit properly in environments where
reward is sparse or cannot be defined. This framework
uses expert demonstrations to guide an agent to visit task-
relevant state space by combining our exploration strategy
with imitation learning. We evaluate our method in both
classical control tasks, and urban autonomous driving tasks in
CARLA[6]. In contrast to classical control tasks, autonomous
driving tasks have large state space including task-irrelevant
space. Our results show that the proposed method allow
an agent to explore in directed and global manner while
handling exploration and exploitation trade-off efficiently.
The primary contributions of our work can be summarized
as follows: 1) we propose the directed and global exploration
strategy that addresses the trade-off between exploration
and exploitation, 2) we introduce the learning framework
applicable in complex and sparse reward environments, 3) we
verify the performance of our method compared to several
baselines on RL benchmark suites and urban autonomous
driving tasks.

II. RELATED WORKS

The problem of trade-off between exploration and ex-
ploitation has been widely researched for decades. There
are several previous methods [7], [8] that can guarantee the
theoretical optimality of exploration. However, they are only
available in finite space because they depend on visitation
counts of each and every state-action pair, which is not feasi-
ble in high-dimensional or continuous space. Although deep
RL has led to remarkable achievements in diverse domains,
a lot of methods still focus on relatively simple tasks while
depending on naive exploration strategies such as ε-greedy
algorithm. In order to scale RL methods to complex or high-
dimensional tasks such as autonomous driving scenarios, we
need exploration strategies that enable an agent to efficiently
explore complex and high-dimensional environments.

Several recent works have attempted to propose explo-
ration methods applicable in large domains. Bellemare et
al. [4] and Tang et al. [9] introduced efficient ways to
extend conventional count-based exploration strategies to
large domains. Hong et al. [10] introduce another exploration
strategy that leads agent to explore as diverse as possible
by considering the distance of current policy and most
recent policies. To our knowledge, our method is the first

exploration strategy that can directly consider validity of
actions for each time-step.

Recently, many researches are trying to solve autonomous
driving task with deep learning. Bojarski et al. [11] proposed
autonomous driving framework with CNN based end-to-end
supervised learning with image inputs and action outputs.
Palanisamy [12] proposed reinforcement learning based al-
gorithm for connected multi agent environments in CARLA
with classifying the situations of multi agents. Codevilla et
al. [13] also tried autonomous driving with off the shelf
1/5 scale truck in real-world and simulator with imitation
learning. However, strictly to say, these works are distinct
from real-world autonomous driving, because they employed
additional techniques like discretization of the action space.
Our work is demonstrated in urban autonomous driving
simulator CARLA with equivalent settings for real-world
urban autonomous driving with continuous action space.

III. PRELIMINARIES

A. Learning from Demonstrations(LfD)

As how to design the extrinsic rewards significantly affects
the performance of an agent, it is hard to anticipate the high
performance of the agent in sparse reward environments.
Expert demonstrations can be used to tackle the challenges
in such environments. There are several methods such as
Behavior Cloning, Inverse Reinforcement Learning, and Im-
itation Learning. Behavior Cloning (BC) trains the agent with
supervised learning framework with expert demonstrations.
It is the basic method in LfD, however, BC requires much
larger amount of data than other methods as it is based on
supervised learning. Inverse Reinforcement Learning (IRL)
tries to search an optimal reward space from the given expert
demonstrations then the reward space can be employed to
train agent in RL. Imitation Learning (IL) trains the agent
to act as an expert by minimizing the difference between
the agent policy and the ground truth expert demonstrations.
Our method employs framework of IL, especially Generative
Adversarial Imitation Learning (GAIL)[14] which an adver-
sarial concept of Generative Adversarial Network (GAN)[15]
is applied. In particular, we use some components of methods
of GAIL to allow an agent to efficiently explore in complex
environments like large domain or high-dimensional domain.

B. Intrinsically-motivated Reinforcement Learning

Intrinsic reward is the reward which is to qualitatively
guide an agent for its exploration and is generated from an
agent itself. There are several ways to get intrinsic reward
like state novelty and information gain. In our work, Intrinsic
Curiosity Module (ICM) [5] which gets intrinsic reward
based on prediction error is employed. There is the state
transition model(forward dynamics model) in ICM which
predicts the next state of the agent when the current state
and action pair is given. Then the prediction error from the
ground truth and predicted next state is used to draw intrinsic
reward. When the prediction error is high, it means that the
state is less visited and therefore the agent has to conduct
exploration to that state, which guides agent to explore the
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Fig. 2: It shows how a single action is selected from two
distributions with Policy Selector.

state. The equation of state transition model and prediction
error e for next state st+1 is,

e =
η

2
‖φ̂(st+1)−φ(st+1)‖2

2 (1)

where φ̂ indicates the predicted value of latent space and φ

indicates the ground truth of latent space, and η is weight
parameter. Specific procedure will be introduced in the next
section.

IV. METHODS

A. Problem Definition and Overview

When being unaware of what action brings out higher
expected returns, an agent should explore environments
without bias to get useful information. At the same time,
the agent has to exploit gathered information to discover the
optimal action. This issue, one of the common challenges in
RL, is called trade-off between exploration and exploitation.
In order to address the issue, exploration strategy should
encourage an agent to explore environments in directed and
global manner. Directed exploration is to explore environ-
ments based on retained knowledge of the training agent,
such as trajectories of an agent, and global exploration is to
explore based on long-term usefulness rather than immediate
usefulness from the next state.

Most of the previous RL methods depend on naive ex-
ploration strategies, such as Gaussian exploration noise or
ε-greedy algorithm. These naive strategies only depend on
pure randomness or do not consider learning process or
long-term usefulness, which make it difficult to scale RL
methods to real-world scenarios. Unlike prior exploration
strategies, we propose an efficient and effective exploration
strategy that can encourage an agent to explore environments
in directed and global manner. The key idea behind our
exploration strategy is to inspire an agent to be trained to
increase the validity of actions it takes. We also introduce a
framework that allows our exploration method to be applied
to environments where reward is sparse or cannot be defined
properly. Further details about our method and the introduced
framework are described in the following sub-sections.

B. Exploration Strategy based on Validity of Actions

Our method defines individual policies for exploration
and exploitation respectively. While the exploration policy

encourages an agent to explore unknown states of environ-
ments, exploitation policy leads an agent to take action with
the highest expected return. Unlike other methods which use
only one policy, our method employs individual exploration
and exploitation policies that an agent can explore more
efficiently. Exploration policy is trained to take action with
the highest intrinsic reward, which is defined as a prediction
error of forward dynamics model in the same way as Pathak
et al. [5]. However, they simply add this intrinsic reward to
extrinsic rewards and use it to train a single policy, while
we use each reward to train independently defined policy for
exploration and exploitation. In the settings mentioned above,
we propose a KL divergence-dependent Policy Selector to
select a single action from two distributions. First of all,
we hypothesize that valid actions are favorable from the
point of view of exploitation policy but unfavorable from
the point of view of exploration policy. It is inspired from
the idea that action space can be considered valid if it has
sufficiently explored and leads to high expected returns.
To formulate the concept of valid actions, our exploration
strategy choose actions using zero avoiding property of KL
divergence, which explains the property that KL divergence
DKL(p‖q) ensures q not be zero in space where p is not zero.
Specifically, our method uses the KL divergence DKL(πi‖πe)
in which exploitation policy is weight probability to choose
valid actions. πi indicates exploitation policy and πe indicates
exploration policy. Our KL divergence-dependent Policy
Selector operates with the following equation as

π(s) = πe(s)× (1− f (DKL(πi‖πe)−λ ))

+πi(s)× f (DKL(πi‖πe)−λ )
(2)

where f (x)= (sgn(x)+1)/2 and λ is threshold. According to
this equation (1), an agent explores environments to gather
information when KL divergence between two policies is
smaller than λ , otherwise exploit the information and dis-
cover the action with the highest expected return.

Figure 2 shows how our exploration strategy handles trade-
off between exploration and exploitation in a single episode.
In snapshot 1∼3, Policy Selector selects the exploitation
action with high validity while in snapshot 4, it selects
exploration action because there is no valid action yet. It also
shows that our proposed method allows an agent to explore
environments in directed and global manner with following
reasons: 1) Exploration is conducted with considering the
validity of actions, i.e, the retained knowledge of the agent
which implies it conducts exploration in the directed manner,
2) It also conducts global exploration in that it takes the long-
term usefulness of exploration by considering how much the
agent is trained.

C. Learning Framework for Sparse Reward Environments

Reinforcement learning algorithms basically assume that
reward function is pre-defined before training. However, it
is difficult to manually define the reward function in real-
world tasks such as urban autonomous driving scenarios. In
this subsection, we introduce a learning framework that make
our proposed exploration strategy applicable to environments
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Fig. 3: Overall framework of our method. At left side, overall flow of our method is introduced. At right side, specific design
for Policy Selector is introduced. It gets state as an input. Then the state passes through both exploration and exploitation
policy and with those distribution’s KL divergence and threshold, only a single action is selected at last. s′ indicates the
next state of ground truth and ŝ′ indicates predicted next state.

where reward function cannot be defined intuitively. As
shown in Figure 3, our framework utilizes the concept of
Generative Adversarial Imitation Learning (GAIL) [14], one
of the state-of-the-art imitation learning methods, to guide
an agent to explore task-relevant state space based on expert
demonstrations. Discriminator in our framework generates
component of extrinsic rewards and is trained with the aim
of distinguishing between behavior of expert and agent. The
extrinsic rewards component is proportional to similarity of
both behavior and is used to optimize the exploitation policy.
A loss function LD of discriminator can be formalized as:

LD = Êτi [log(Dω(s,a)]+ ÊτE [log(1−Dω(s,a)], (3)

where s are states, a are actions, τi are trajectories of an
agent, and τe are expert demonstrations. Our method uses the
output from the discriminator as a part of extrinsic rewards.
Here we describe how we train the forward dynamics model,
which predicts the next state given the current state and
action while representing states in latent space. As we
discussed in section III, our framework trains this model
with forward and inverse models jointly, each of which is
defined as

φ̂(st+1) = f (φ(st),at ;θ f ), ât = g(st ,st+1;θi),

where f is a forward model, g is a inverse model, θ f is
a neural network parameters for forward model and θi for
inverse model, φ(st) is a latent vector which encodes state of
ground truth and φ̂(st) for predicted state. Several previous
works demonstrate that inverse model helps forward model
to get features relevant for agent’s actions [16], [17]. As
with previous work, both models share some parameters for
feature extraction and can be trained to minimize discrepancy
between actual and predicted output with the loss function
defined as

(1−β )Linv(at , ât ;θp)+βL f wd(st+1, ŝt+1;θp) (4)

Algorithm 1: Our Proposed Method

1: Given: Threshold λ , Expert Demonstration D
2: Initialize Selector, Discriminator and Forward

Dynamics Model
3: while DKL(πe‖πi) not converges do
4: Generate Trajectory with Selector
5: Calculate Extrinsic Rewards and Intrinsic

Reward
6: Update Forward Dynamics model and
7: Discriminator using Expert Demonstration
8: Update Policy with Generated Reward
9: end

10: return Exploitation Policy

where 0 ≤ β ≤ 1. Note that intrinsic reward is defined as
prediction error of a forward dynamics model and can be
formalized as ri

t =
η

2 ‖φ̂(st+1)−φ(st+1)‖.

Although it seems that in this framework the policies,
discriminator, and forward dynamics model are trained with
their own loss functions separately, they simultaneously have
a significant impact on each other’s learning processes. Train-
ing state transition model and discriminator helps policies
learn which action space is task relevant or useful for
achieving goals. On the other hand, as the controller is
trained, state transition model and discriminator can get more
informative data for training themselves. In next Section
V, we demonstrate that our exploration strategy outper-
forms previous methods in several control tasks. Algorithm
1 provides details of our overall training procedure. The
training repeats until the KL divergence between policies
for exploration and exploitation becomes and stays greater
than threshold.

6137



(a) Hopper-v2 (b) HalfCheetah-v2 (c) Walker2d-v2

Fig. 4: Evaluation results for MuJoCo. Blue line indicates M1 and orange line indicates M2. Darker-colored line indicates
average reward and shaded area indicates standard deviantions.

Fig. 5: Variation of the distribution of policies according
to the training process in MCC. As the training ends, the
distributions converge.

V. EXPERIMENTS

A. Experimental Setup

We demonstrate our method with various tasks ranging
from classical control tasks to high-dimensional urban au-
tonomous driving tasks. We employed PPO[18] for a baseline
algorithm. We obtained expert demonstrations from expert
policies trained with recent RL algorithms if possible. We
tried to figure out how our method actually explores in
an efficient way. In the following subsections, we denote
our methods and baselines as follow: P1 indicates our first
proposed method that employs Policy Selector to select
policy between exploration and exploitation. P2 indicates our
second proposed method that uses expert demonstration to
guide an agent. M1 indicates the baseline model. M2 indicates
M1 + P1 and M3 indicates M1 + P1 + P2.

B. MountainCarContinuous

For classical control tasks, our method is demonstrated
with MountainCarContinuous (MCC). How the distribution
of exploration and exploitation policy varies is shown in
Figure 5. The x-axis indicates the range of action space,
y-axis indicates the training steps of single episode, and z-
axis indicates the probability of action space. We can figure
out that as the training is processed, the distribution of two
policies are moving and converges with high KL divergence
at last. In other words, agent mainly explores at the initial
training step while it mainly exploits at the final step. In
addition, average episode rewards of M2 was 93.27 while
M1 was 87.13.

SCENARIO M1 M2 M3

ROUNDABOUTONECAR 0% 62% 100%
ROUNDABOUTTWOCARS 0% 28% 72%

TABLE I: Success rate of autonomous driving scenarios for
50 trials. It shows that any P1 or P2 helps an agent to explore
efficiently in CARLA.

C. MuJoCo

Our method is also demonstrated with MuJuCo[19], espe-
cially with Hopper, HalfCheetah, Walker2d. The evaluation
results are shown in Figure 4. We can see that M2 achieves
higher average reward than M1 in the end for every task. In
particular, operation of our method could be well described
with how the variance varies along training procedure. It
shows high variance at initial and medium training steps, and
low value at last step. With our method, as the agent explores
before getting high validity of exploitation action and this
procedure is represented with high variance at initial and
medium training steps. Then, at last step when the agent has
conducted enough exploration and starts to mostly operate
with exploitation action with high validity, it induces low
variance of episode reward. Briefly, it is evaluated that P1
leads agent to explore in more efficient and effective manner.

D. Urban Autonomous Driving Tasks

For urban autonomous driving tasks, we use CARLA and
given tasks are to drive in urban roundabout considering
the other cars without any accidents. Unlike just simple
autonomous driving tasks, it requires an agent to consider
and understand the intention of the other cars and interact
with them in urban roads. We evaluated with two scenarios
with one other car (RoundaboutOneCar) and two other
cars (RoundaboutTwoCars) around training agent car. We
obtained expert demonstrations about 1000 episodes with
the autopilot function provided from CARLA. We evaluated
these tasks with a task success rate of 50 trials, not the
episode rewards. Table I shows the success rate of two
scenarios for 50 trials.
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As expected, M3 shows the best performance and M2
follows, and M1 is demonstrated with 0% success rate. It is
verified that with pure random exploration, it is very hard to
find task-relevant state spaces with continuous action space.
Otherwise, M3 shows high performance which means that
our method successfully and efficiently explores in such a
complex space with P2.

VI. CONCLUSIONS

In this paper, we introduce a novel exploration strategy
that can conduct directed and global exploration. The main
idea behind our work is to consider the validity of the
actions by using zero avoiding property of KL divergence.
Our method is evaluated with various tasks from classical
control tasks to high-dimensional urban autonomous driving
tasks with continuous action space and sparse reward. The
results demonstrate that our method can explore efficiently
with handling trade-off between exploration and exploitation.
Interesting direction for future work is to apply our method
to off-policy RL algorithms. We also plan to demonstrate
our method in more complex and various urban autonomous
driving tasks or with real-world navigation tasks.
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