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Abstract— The ability to synchronize expectations among
human-robot teams and understand discrepancies between ex-
pectations and reality is essential for human-robot collaboration
scenarios. To ensure this, human activities and intentions must
be interpreted quickly and reliably by the robot using various
modalities. In this paper we propose a multimodal recognition
system designed to detect physical interactions as well as
nonverbal gestures. Existing approaches feature high post-
transfer recognition rates which, however, can only be achieved
based on well-prepared and large datasets. Unfortunately,
the acquisition and preparation of domain-specific samples
especially in industrial context is time consuming and expensive.
To reduce this effort we introduce a weakly-supervised classifi-
cation approach. Therefore, we learn a latent representation of
the human activities with a variational autoencoder network.
Additional modalities and unlabeled samples are incorporated
by a scalable product-of-expert sampling approach. The ap-
plicability in industrial context is evaluated by two domain-
specific collaborative robot datasets. Our results demonstrate,
that we can keep the number of labeled samples constant while
increasing the network performance by providing additional
unprocessed information.

I. INTRODUCTION

In modern manufacturing, robots move out of isolation
and into collaborative relationships with human workers.
Therefore, the robot must interpret human work activities
quickly and reliably. A work activity (e.g. screwing) is
composed of several human or robot motions and has a
distinct goal (e.g. assembling a part or asking for help). The
quality of the mutual understanding has a significant impact
on task completion time, idle time, human-robot distance
and user experience and is therefore an important factor
for a successful collaboration. The challenge in modelling
human workers lies in the high variation between and within
work activity classes. The single activities are performed
simultaneously, with different hands and with high spatial
and temporal variations [1].

Within typical industrial applications a huge amount of
multimodal information is available, which represents the
human work behavior. However, to realize advanced applica-
tions with specific sources such as torque or vision sensors,
the adaptation to the target task, domain or worker is essen-
tial. Consequently, large quantities of multimodal samples
must be acquired, manually labelled and preprocessed over
and over again. This procedure is time-consuming, expensive
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and reduces the flexibility of collaborative human-robot sys-
tems in industrial practice. While this lifelong situation-based
learning is crucial for autonomous robots that interact in the
real world and process continuous streams of information, it
remains a major challenge for machine learning.

In this paper we present a weakly-supervised approach
to multimodal recognition of human work activities. Weak-
supervision is generally applied for noisy, limited or impre-
cise sources in order to reduce the effort of obtaining hand-
labeled datasets. We use an imperfect recognition model
based on image data and adapt it for industrial use by
incorporating additional modalities and views. Therefore,
information from different streams (e.g. camera views) and
different modalities (vision, touch) are acquired and com-
bined. For realistic evaluation we obtain a domain-specific
manufacturing dataset [2] and two generic publicly available
image datasets. The proposed approach is finally transferred
to a physical human-robot interaction use case.

II. RELATED WORK

Industrial work cells produce huge amounts of multimodal
sensor information. The challenge is to learn how to rep-
resent and summarize multimodal data in a format that a
computational model can work with. In the unimodal case,
the recognition of human work activities can be achieved, for
example by multilayer Long Short-Term Memory Networks
(LSTM) [3], fusion of LSTM and Convolutional Neural
Networks (CNN) [4] or Tree Structure Skeleton Image (TSSI)
networks that preserve the structural information among
the human joints [5]. Modern approaches often utilize two
separate models, one for the spatial context and one for the
motion context. In [6] a novel architecture is shown, that
includes strategies for fusing spatial and temporal context.
[7] describes an end-to-end trainable model and [8] com-
bines scores of temporal and spatial streams separately by
averaging across snippets. Among others, it deals with the
problem of overfitting and introduces batch normalization
and dropout to activity recognition approaches. The 3D
Inception Network (I3D) [9] inflates a common 2D image
classification architecture to 3D. The spatial stream input
consists of frames that are temporally stacked. [10] intro-
duces an architecture that combines temporal information
across stacks of frames with a variable depth. It extends I3D
using a single-stream 3D DenseNet based architecture with
a multi-depth temporal pooling layer. The approach does
not improve I3D results, however there is a lower model
footprint. The fusion of several streams can be achieved
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differently, during training [4], [8] or during test time through
average score fusion [9].

The presented approaches show that outstanding perfor-
mance can be achieved even in complex and realistic en-
vironments. However, the network performance is closely
related to the availability of suitable and prepared datasets. In
spite of the large number of powerful unimodal architectures,
it is still a great challenge to understand the intention of
users from their multimodal behavior [11]. One reason for
that is, that there are still no applicable approaches avail-
able for multimodal information fusion. Solutions are for
instance the application of variational autoencoders (VAE)
[12], Generative Adversarial Networks (GAN) [13] or the
usage of a modality gating mechanism that allows the dy-
namic weighting of extracted latent representations based on
their informativeness [14]. [12] introduce a multimodal vari-
ational autoencoder based on a product-of-expert inference
network and a sub-sampled training paradigm to solve the
multi-modal inference problem. The fused distributions from
different modalities yield a more powerful representation.
Furthermore, VAEs can be used for zero-shot learning on
cross modal mapping between the image feature space and
class embeddings. [13] introduce a latent space clustering
with a GAN. They sample from a mixture of one-hot encoded
variables and continuous latent variables. An inverse network
is used to project the data into latent space, in which
the data is finally clustered. [15] introduce a Categorical
GAN. They consider the problem of unsupervised learning
of a discriminative classifier using an unlabeled dataset. The
difference to a standard GAN is that the data points are
classified into prior chosen number of categories.

Summarizing it can be stated that a resilient recognition
of human activities is still challenging. There are promising
approaches that generate accurate models of realistic systems
and physical interactions even without labeled data. However,
the network performance depends on the amount, variance
and timeliness of available and well-prepared information
about the target domain or modality. The arising question
is, how unlabeled data sequences can be incorporated into
the training procedure in order to improve the generalization
of models for the recognition of human work activities.
Furthermore, it is still a key challenge to fuse information
from different modalities to improve the performance of a
trained model.

III. PROPOSED METHODS

We introduce a multimodal recognition system that is
designed to identify human-object and human-robot inter-
actions as well as nonverbal gestures. In order to reduce
the amount of hand-labeled samples and increase general-
ization, a weakly-supervised learning approach is adopted.
Furthermore, domain expertise with a limited amount of
noisy, labelled samples is injected to provide a supervision
signal for multimodal classification tasks. An overview about
the proposed approach is given in Fig. 1.
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Fig. 1: Architecture of the weakly-supervised recognition
system for human work activities

A. Problem Setting

Human activity recognition is the annotation of a given
feature sequence ψ with class labels y to describe its content.
The labeled dataset Dl = {(ψk, yk)|k = 1, . . . , L} is
drawn from the joint data distribution p(ψ, y). The unlabeled
samples Du = {(xl+k)|k = 1, . . . , U} are drawn from the
marginal distribution p(ψ). Our goal is to learn the function
f : I → Z → Y , which maps the input data representation I
to the space of class labels Y , from a weakly-labeled training
set {Du, Dl}. Within the target domain we always assume
the condition U >> L, whereby U represents the number
of unlabeled data and L the number of labeled ones.

B. Feature Encoder

The model, utilized as image encoder, is termed Inflated
3D Convolutional Network (I3D) [9]. Thereby, the authors
inflate a common 2D image classification architecture to 3D.
For the experiments, we use an image encoder pretrained on
Kinetics-400 [9]. The I3D network estimates a 4D feature
map from a given image sequence ψI ∈ RT×W×H×C .
Thereby ψI is represented by T time steps, C channels as
well as by the width and the height W,H . The original I3D
classification block is removed and the pretrained network
weights are fine-tuned with the target datasets.

The I3D network is the first part of the image encoder. The
resulting 4D feature map is subsequently transformed by a
second encoder part to the mean µ ∈ R1024 and variance
σ2 ∈ R1024 vectors that describe the Gaussian output distri-
bution. To obtain an abstract form of the data representation,
we first apply a 3D average-pooling with valid padding and
a dropout layer. In a second step, a 3D convolution is applied
over the 4D feature map to increase the channel size from
1024 to 2048. Finally, the 4D feature map is transformed
into a 2D map, the time axis T is averaged and the resulting
map is squeezed into the variational parameter vector.

In industrial environments, a large number of sensors
are available that can be used to improve the data repre-
sentation. In our scenario, for example, a robot equipped
with joint torque sensors is in operation. Therefore, an
additional encoder type is required. The measured features
ψF/T ∈ RT×C are represented by T time steps and C
channels. The force/torque feature encoder is based on two
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Recurrent Neural Networks (RNN) with 256 and 512 hidden
layers. The hidden state output of the last time step is fed
into a fully-connected layer that produces the variational
parameters.

C. Cross-Modality Fusion

For an applicable and robust human-robot collaboration
all available sensor information must be accessible and
usable. Therefore, the goal of the weakly-supervised learning
approach is to inject domain expertise to yet unknown
and unlabeled modalities and sensor streams. We apply a
Product-of-Expert (PoE) approach that can achieve good
fusion results, even if one modal information is missing and
the number of connected sensors is initially not specified.
The approach fuses knowledge from different modalities or
streams and allows to specialize in analyzing one particular
aspect of the classification task.

The PoE principle follows the assumption that there exists
a relationship between joint and single-modality posteriors.
According to [12] the individual posteriors can be used as an
approximating distribution for the joint-posterior, if a prior
expert p(z) = N(0, In) is included. Thereby, In is the
identity matrix. Consequential, the product-of-experts for M
encoder networks qΘ(z|ψ) is defined as

p(z|ψ1, ..,ψM ) = p(z)

M∏
i=1

qΘ(z|ψi). (1)

If the prior and the posteriors are Gaussian the following
analytic solution

µ =(

M∑
i=1

µi · Ti)(

M∑
i=1

Ti)
−1 (2)

σ2 =(

M∑
i=1

Ti)
−1 (3)

z =µ+ σ · ε (4)

can be applied [16]. Thereby, Ti = 1
σ2

i
represents the

precision of the single Gaussian expert. The latent variable
z is finally sampled by the reparameterization trick from the
latent distribution, which is defined by the M variational
parameters. µ and σ represent the mean and standard de-
viation and ε is random noise generated from a standard
normal distribution. The latent variable z is finally fed into
the classification or decoder networks.

D. Variational Autoencoder

A Variational Autoencoder (VAE) is a generative model
based on the regularized version of a standard autoencoder.
It consists of a posterior feature encoder qΘ(z|ψ) that
approximates a posterior distribution over z conditioned on
ψ. The model keeps its posterior close to a prior probability
distribution p(z). The probabilistic decoder model is given
by pΘ(ψ|z). Both encoder and decoder are neural networks
that have to be trained. The latent variable z ∈ R1024 is
calculated by the reparameterization trick and is subsequently
fed into the VAE decoder to reconstruct the input features.

In the case of image sources, z is firstly fed into a
fully-connected layer and reshaped to a 4D feature map.
Subsequently, the resulting map is transformed by four
transposed 3D Convolutional (3DConv) layers to the input
image dimension. To deal with overfitting, the first three
3DConv layers are followed by batch normalization. The
final layer is not activated and produces the reconstructed
image sequence ψ̂I .

In the case of 2D time series, z is reshaped and repeated
T−1 times. The resulting 2D feature map straightly goes into
a RNN with 256 hidden layers. Finally, a linear operation
to every point in time of the 2D map is applied and the
reconstructed input feature map ψ̂F/T is estimated. We use
a relatively compact network architecture to reduce the model
footprint as much as possible.

E. Training

The optimal encoder has a high quality latent space repre-
sentation that can be trained with an unsupervised procedure.
Therefore, we train each network with a standard VAE loss,
which is composed of a reconstruction term, that tries to
reconstruct the input features, and a regularization term,
that fits the posterior q(z|ψ) distribution to a prior p(z) by
minimizing the KL-divergence DKL. The VAE network loss
function, which we refer to with Lv , is given by

Lv(ψ) = Eq(z|ψ)[log(p(ψ|z))]−DKL[q(z|ψ)||p(z)] (5)

and the combined objective for the M -VAE’s (V1 . . . VM ),
which we refer to with LV , can be written as:

LV = min
V1...VM

[Lv(ψi . . .ψM ) +

M∑
i=1

Lv(ψi)]. (6)

The objective combines the cross-modality fused loss
Lv(ψi . . .ψM ) with the partial losses Lv(ψi) to a weakly-
supervised approach [12].

To classify the latent representation z into a prior chosen
number of categories, we estimate a class-conditional prob-
ability distribution ρ ∈ RN | 0 ≤ ρn ≤ 1. The discriminator
network D consists of four layers: Three leaky ReLU acti-
vated fully-connected layers and a final Softmax activated one
that estimates ρ. We apply a supervised approach to correctly
assign class memberships combined with an unsupervised
approach to incorporate unlabeled samples. The supervised
network loss is given through

Ls(z) = E(x,y)∼Xl
[CE[y, p(y|z, D)], (7)

thereby, CE is the cross entropy between the true and the
predicted probability distribution. The unsupervised network
loss function is given through

Lu(z) = −HXu [p(y|D)] + Ex∼Xu [H[p(y|z, D)]], (8)

thereby, H is the Shannon entropy, which is defined as the
expected value of the information carried by a sample from
a given distribution. The equation can be considered as the
mutual information between the data distribution and the
predicted class distribution the network wants to maximize.
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The semi-supervised classification network objective, which
we refer to with LD, is finally given by

LD =min
D

[Ls + Lu]. (9)

F. Implementation Details

We trained the models on 94 image sequences per batch
using standard Adam optimization in all cases, with syn-
chronous parallelization across 4 GeForce GTX 1080 Ti. The
image preprocessing involves center cropping, resizing and
padding the extracted regions to different sized pixel patches.
The aspect ratio of the image is kept the same without
distortion. For data augmentation we apply random left-right
flipping, rotations, saturation and brightness transformation
consistently for each image sequence. To distribute the data
evenly we scale the input image sequences between −1 and
1. To reduce mutual influences the different networks are
trained separately. To create a model that is robust to noise
and variation we use batch normalization and dropout layers.
Since we are handling realistic datasets, an even distribution
of the classes cannot be guaranteed. Therefore, we use class
weighting to handle imbalanced data.

IV. EXPERIMENTS

In this section we evaluate the performance of the pro-
posed methods. We utilize labeled data from two generic
human activity video datasets that are publicly available in
large quantity. This enables the network to make domain-
and task-agnostic assumptions. The results serve as a basis
for further evaluation, since the quality of the cross-modality
fusion depends strongly on the data representation.

The following generic datasets are used: (1) UCF-101 -
a realistic video dataset including 101 categories, 13,320
samples with an average clip length of 7.21 s, 25 frames per
second and a resolution of 320× 240 [17]; (2) NTU-120 - a
large-scale benchmark for 3D human activity understanding
including 120 categories with 114,480 samples in three major
groups of daily actions: drinking or eating, health related
actions like sneezing and mutual actions like hugging [18].

Furthermore, we use two domain specific collaborative
robotic datasets that realistically reflect an industrial pro-
duction scenario. (3) The Human Work Activity (HWA-
11) dataset can be regarded as realistic, as it includes
for instance out of vocabulary motions and unbalanced
categories. Furthermore, there are diverse uncontrollable
environmental factors and various observation conditions
(e.g. noise, small size of fingers). The human work activity
categories are manually labeled and temporally segmented
[1]. For evaluation and training, the views and participants
are randomly selected (cross-view, cross-subject). The work
process involves a prototypical gear pump assembly task.
This use case includes quality related aspects as well as tasks
ranging from straightforward to highly complex. The relevant
categories for the assembly task are screwing with tool and
without tool (screw), handling parts (handle), acquisition of
workpieces (grasp), and inserting components into the gear
pump (insert). The used emblematic gestures are to confirm

selected actions (thumbs up), to get help on relevant topics
(both palms sideways up), to stop something (stop), to jump
to the next or previous work step (next/back) and to select a
work part during the assembly procedure (point). Within the
HWA-11 scenario, humans and robots cooperate in the same
environment at the same time and work on the same task,
however, without physical contact. Therefore, we transfer
our approach to a case study with a human-robot hand-over
scenario.

(4) The resulting Human-Robot Collaboration (HRC-11)
dataset consists of 11 categories comprising a live collab-
orative setting with 313 labeled, 1837 unlabeled samples
and 886 labeled evaluation samples. The goal is to integrate
all available sensors into the recognition procedure. The
realized human activities are work (human-object-interaction
like inserting or screwing), grasp tools or parts, interacting
with the robot (open or close the gripper, robot as third hand),
gestures like yes, no, help or pointing. Further categories
are not defined activities (ndf ) and human activities that
are not relevant for the work task (act.). There are sensor
occlusion and noise, as well as significantly overlapping
activity classes such as working and simultaneously gripper
opening. A constraint that exists for online training is the
unbalanced amount of samples in each category.

For the described scenario, we use a Kuka LBR iiwa with
payload capacity of 7 kg and sensitive joint torque sensors
in all seven axes. The external force and torque at the tool
center point are not measured directly, but are determined
by the force torque sensor and the differential kinematics
of the robot. The accuracy of the determined external force
depends, among other things, on the dynamics of the robot
and the dynamics of the actually acting force. The scenario
is monitored with a stationary FLIR Bumblebee2 stereo
(SC) and a Basler acA1920-155um (GC) camera attached
to the gripper. To obtain timed feature sequences, the image
acquisition of the SC is used as trigger every 33 ms.

A. Unimodal Recognition System

In this subsection we evaluate the unimodal recognition
system. The generic image classification network estimates
a probability vector ρ that indicates the most likely work
activity from a given image sequence ψI . The I3D feature
encoder in combination with the classification network is
trained by minimizing the loss function in Eq. 7. For the
evaluation we use the balanced accuracy score to deal with
imbalanced datasets and the top-5 score to check whether
the target label belongs to the top 5 predictions. In a first
evaluation step, we examine different spatial and temporal
resolutions. A clip length from 0.5 s (T1× 33 ms) to 1.0 s
(T2× 33 ms) and spatial resolutions from 128× 128 pixels
(W1) to 224× 224 pixels (W2) are obtained. If the spatial
resolution is increased from W1 to W2, no observable
improvement can be measured, but the model footprint in-
creases strongly. Since a response time of 1 sec is considered
as the limit for user acceptance and [1] show that work
activities are often carried out within a few milliseconds,
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especially if the worker is experienced, we select W1 and
T1 for further evaluations.

The key aspect of this section is to provide a dataset-
dependent network performance baseline for the assessment
of the multimodal case. Therefore, we compare the resulting
accuracies obtained with the supervised approach for the
generic datasets with the literature results. We distinguish
two training cases: Supervised training of the whole network
with pre-trained weights (fine-tuning) and training of the
classification weights (last layer), whereby the rest of the
net is frozen. The achieved results are summarized in Tab. I.

TABLE I: Top-1 and top-5 accuracies of the unimodal work
activity classification approach

dataset top-1 top-5 training

UCF-101 (RGB-I3D) [9] 95.6 % - fine-tuning
UCF-101 94.7 % 98.9 % fine-tuning
NTU-120 (MTLN) [18] 58.4 % - -
NTU-120 52.3 % 78.9 % fine-tuning
HWA-11 73.3 % 98.1 % last-layer

In this paper, we focus on sample size reduction and the
incorporation of unknown sensor sources. Nevertheless, the
results with regard to the generic datasets (UCF, NTU) are
almost identical compared to the state-of-the-art approaches
I3D [9] and MTLN [18]. The achieved recognition rates are
listed in Tab. I. The key question for industrial application
is whether high recognition rates can also be achieved with
fewer samples as well as unbalanced training sets. Therefore,
we test the supervised approach in a next step with the
HWA-11 dataset. Tab. I shows that the recognition accuracy
is relatively high compared to the other datasets. However,
reducing the number of classes by a factor of 10 is expected
to improve the results, despite the high number of outliers
due to faulty execution or the high execution speed of the
complex work activities.

Summarizing it can be stated that the proposed classifica-
tion approach can be used for human work activity recogni-
tion if a sufficient number of training samples is available.
The question arises whether recognition performance can
be improved by integrating further modalities and unlabeled
training samples.

B. Multimodal Recognition System

In this subsection, we transfer the proposed approach to a
realistic human-robot collaboration scenario (HRC-11). The
results of the experiments are listed in Tab. II. We distinguish
three cases: Incorporation of additional unlabeled samples
by semi-supervised learning, of additional modalities by a
supervised-VAE approach and of additional modalities as
well as samples by a semi-supervised-VAE approach.

For the semi-supervised approach, we add 1220 additional
unlabeled samples to the original HWA-11 dataset. We train
the encoder and classification network by minimizing the loss
function from Eq. 9. It can be demonstrated that there is a
noticeable improvement in recognition accuracy compared to

the last-layer training case in Tab. I. We can use the unlabeled
samples to enhance performance, however, the human work
actions within the HWA-11 dataset are already segmented
in time and without physical interaction between human
and robot. Therefore, we test our approach with the newly
generated HRC-11 dataset. The semi-supervised approach
also achieves acceptable results, but there is a dependence on
the modality. For example, the force channel has no influence
on all classes and therefore cannot achieve full accuracy.

TABLE II: Results of the multimodal approaches

dataset top-1 top-5 channel model

HWA-11 81.4 % 99.1 % image semi-supervised
HRC-11 74.9 % 94.0 % image semi-supervised
HRC-11 34.6 % 81.8 % force semi-supervised

HRC-11 70.3 % 91.1 % fusion supervised VAE
HRC-11 89.8 % 99.6 % fusion semi-supervised VAE

In a next step we use the VAE with a supervised training
paradigm. Thereby, the network objectives from Eq. 6 is
combined with the minimized loss function from Eq. 7.
As shown in Tab. I, the supervised multimodal approach
cannot compete with the semi-supervised image approach.
This is caused by the small number of labeled training
samples (313 labeled to 1837 unlabeled samples). Therefore,
we finally introduce the semi-supervised approach, which
combines the objectives from Eq. 6 and Eq. 9. In this case
an accuracy of almost 90 % can be achieved. To describe

Fig. 2: t-SNE diagram of the product-of-expert sampled z
based on the best unimodal case (74.9 %)

the effects of the cross-modality fusion on the latent space
we show two t-Distributed Stochastic Neighbor Embedding
(t-SNE) diagrams. The t-SNE is a visualization technique
for reducing dimensionality and captures the structure of the
data representation so that neighboring points in the cross-
modality sampled latent space z tend to be neighbors in low-
dimensional visualization. In Fig. 2 the best unimodal case
and in Fig. 3 the best multimodal case is depicted. For the
multimodal case, clear boundaries between the categories can
be identified, although there are still numerous overlaps. For
the unimodal case it can be shown that the category third (the
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Fig. 3: t-SNE diagram of the product-of-expert sampled z
based on the best multimodal case (89.8 %)

robot is used as a third hand) is well separated even without
the joint torque sensors. However, the confusion matrix in
Fig. 4 shows that especially the physical interactions (open,
close, third) are still the weak point of the recognition
procedure. This is partly due to the complexity of these
decisions and partly to the fact that the experts have a veto
right if a single expert assigns a low probability.

Fig. 4: Confusion matrix based on the best multimodal case
with an accuracy of 89.8 %

V. DISCUSSION

A decisive factor for a successful industrial human-robot
collaboration is the recognition performance of human work
activities, which, however, depends on the adaptability of
a recognition system to work tasks, domains, modalities
and operators. We propose a multimodal approach that is
designed to recognize human work activities within collabo-
rative scenarios. Therefore, an imperfect recognition model
based on image data is upgraded to an industrial use case
by integrating additional modalities and samples into the
procedure. Our results demonstrate that we can keep the
number of labeled samples constant while increasing the
network performance. This means that a domain specific
supervised adaptation of the recognition categories is still
necessary, but possible with a relatively small dataset, if the
recognition can be enhanced by additional information.
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